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1 Introduction

Large language models (LLMs), vision–language models (VLMs), and text-to-image models can reproduce social

stereotypes and systematic disparities across groups [1, 58, 82, 97, 136, 157]. As these systems become common in

producing and interpreting language and visual content [78, 106, 110, 131], such behavior can create harmful and

unequal consequences [6, 14, 91]. Reducing such harms while preserving useful model capabilities is therefore a central

objective of bias-mitigation research [89, 90, 104].

Because bias and fairness are context-dependent social constructs, technical studies usually simplify them through

narrower proxies [124, 125, 144]. To study the issue of bias and unfairness in models, most studies identify problematic

behavior by evaluating the model’s output under different inputs to see whether it is affected by attributes such as
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gender or race in the model’s input [63, 97, 136]. These behavioral audits can show whether the model produces bias, but

they usually cannot show which internal computation or part of the input caused the difference [11, 76, 111]. In a VLM,

for example, a behavior may originate in the visual or language representations, or in their interaction [50, 76, 143].

Locating the responsible computation can support a more targeted intervention that better preserves model performance

and helps researchers test whether reliance on the source of the behavior has changed [76]. Furthermore, relying solely

on behavioral analyses can lead to a false sense of fairness, as models might not exhibit biased behavior in one setting

but do so in another [60, 127].

To move beyond behavior-level evaluation, the field of mechanistic interpretability (MI) provides methods for

localizing the behavior-inducing model’s components and their interactions by studying model behavior through

internal measurements and interventions [16, 28, 40, 117]. MI can help researchers determine which internal component

or representation contributes to a biased behavior, and develop an intervention that alters the behavior without broad

side effects [11, 76, 111].

Although MI applied to studying bias within models has produced convincing results in recent years (with most

studies we identified published in 2024 or 2025), to the best of our knowledge, no literature review maps the studies of

bias or fairness in language andmultimodal models. Furthermore, the field lacks a standardized taxonomy, making it hard

to navigate and compare the individual results. The closest MI surveys focus on general methods or on domains such as

safety and alignment, often using language-only models. Bias and fairness surveys identify potential harms and outline

behavior-level mitigation strategies, without interpreting the model-internal sources of such behavior [1, 11, 97, 111, 136].

We address this gap through a PRISMA-guided systematic literature review [103]. We review 69 studies that use

mechanistic interpretability to examine social bias or fairness within models. Although we focus on multimodal

models, we include LLMs because many MI methods originate in language-only Transformers and are later adapted to

multimodal systems.

This review makes four contributions. First, we organize each study by its research goal, methodology, target,

architecture, and evidence. This enables direct comparison throughout otherwise disconnected studies. Second, we

connect those internal analyses to how each study defines and evaluates bias, separating the measured signal from the

metric or benchmark used to support it. This reveals where the link between a metric and a claimed harm is missing,

and where a common comparison protocol or benchmarking suite would greatly benefit the field. Third, we compare

architectural differences and show that the literature focuses on simple and well-researched internal components, while

VLM fusion and grounding remain underexplored. Fourth, we synthesize generalization, trade-offs, released artifacts,

and failure modes into evidence of the field’s common wins and pitfalls, and identify what is needed to accumulate

results across studies. The research questions that structure the review are given in Section 3.1. Prominent results of

our work are summarized below.

Most papers use MI to control measured bias rather than to explain how that bias arises. 59 of the 69 studies primarily

propose control methods, while only 10 primarily analyze, diagnose or localize an internal mechanism. Another central

mismatch is that technical precision inside the model is not matched by precision about the social problem being

addressed and its definition. A study may identify an internal component and improve its target metric while leaving

unclear whether the mechanism extends beyond the discovery setting or whether the metric even captures the claimed

harm. In the evaluation, we identified a lack of standardized benchmarks and metrics, which makes it difficult to

compare individual results. Lastly, multimodal research has an additional blind spot: causal analysis of vision-language

fusion and grounding remains sparse. Overall, MI-for-bias is accumulating ways to control benchmarked behavior

faster than it is accumulating transferable explanations or comparable bias evidence.
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2 Related Work

This review lies at the intersection of mechanistic interpretability, bias, and fairness in AI, and multimodal foundation

models. Because each field is broad and partly contested, we introduce only the concepts needed to define the review

population, apply the eligibility criteria, and interpret the synthesis before positioning the review against prior surveys.

2.1 Core Concepts and Scope

The term mechanistic interpretability (MI) is used at different levels of breadth, ranging from causal accounts of model

mechanisms to broader analyses of activations, weights, components, features, and learned representations. For the

purposes of this review, we adopt the broad technical definition below:

Definition 2.1: Broad Technical Definition of Mechanistic Interpretability

Any research that describes the internals of a model, including its activations or weights. [117]

In Transformer-based models, MI commonly studies residual-stream representations, attention heads, multi-layer

perceptron (MLP) activations, token positions, weights, and layer-wise representations [40, 100, 111, 138]. The methods

relevant to this review fall into three broad groups.

First, causal-localization methods estimate the contribution of internal objects to a behavior. Activation patching

replaces selected activations across forward passes, path patching extends this to isolate interactions between internal

components, and attribution-patching methods approximate these effects more efficiently [129, 138, 153]. Causal tracing

applies related corrupt-and-restore interventions [92], while causal mediation analysis estimates how much of an

input–output effect is mediated by an internal variable [94, 105, 135]. Circuit discovery, interchange interventions,

causal abstraction, and causal scrubbing extend these ideas to larger sets of components or more explicit causal

hypotheses [18, 26, 49]. Collectively, these methods provide causal evidence for the internal source and evolution of the

studied behavior within the model.

Second, representation and component analyses examine what information is encoded or expressed internally. These

include probes [7], logit and tuned lenses [8, 99], attention andMLP analysis [40, 100, 138], and sparse dictionary-learning

methods. Sparse autoencoder (SAE) decomposes activations into sparse latent features [15, 28, 48, 132], while transcoder

learns interpretable approximations of component computations [37]. These approaches provide observational evidence

and can detect the presence of a studied concept, thereby guiding later interventions.

Third, internal control and editing methods use model internals to alter behavior. Activation steering adds, subtracts,

scales, or gates directions associated with a target behavior [72, 116, 133, 160]. Component-suppression methods

remove, mask, prune, quantize, or rescale heads, neurons, features, tokens, or weights [31, 80, 150]. Concept-erasure

methods neutralize information in representation space [9, 114, 115], while model- and concept-editing methods modify

parameters or attention behavior directly [45, 46, 68, 92, 93, 140]. These methods share a focus on identifying controllable

elements within the model to efficiently and effectively alter its behavior.

The review covers language, vision-language, and language-conditioned image-generation models. For LLMs, we

adopt the definition of Gallegos et al. [63]:
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Definition 2.2: Large language model

A large language model (LLM) M parameterized by 𝜃 is an autoregressive, autoencoding, or encoder-decoder architecture

trained on a corpus of hundreds of millions to trillions of tokens. LLMs encompass pre-trained models. [63]

For VLMs, we adopt Long et al.’s [81] definition of vision-language pretrained models, using the shorter term vision-

language models throughout:

Definition 2.3: Vision-language model

Vision-language models (VLM) learn joint representations of vision and language by feeding visual and linguistic contents into

a multi-layer transformer. [81]

Vision-language foundation models include several architectural families. Gu et al. [52] distinguish multimodal-to-

text generators such as Flamingo, image–text matching models such as CLIP, and text-to-image generators such as

Stable Diffusion. For the generative branch, we use an architecture-neutral definition:

Definition 2.4: Text-to-image generation model

A text-to-image generation model is a generative model that takes a textual description as input or conditioning context and

synthesizes an image corresponding to that description. [12, 155]

We use this broad target-model population because related internal methods operate across Transformer backbones,

residual streams, text encoders, cross-modal interfaces, and image-generation pathways.

Bias and fairness are related but distinct. For bias, we adopt the social-bias definition from Gallegos et al. [63] and

use the shorter term bias throughout:

Definition 2.5: Social Bias

Disparate treatment or outcomes between social groups that arise from historical and structural power asymmetries. [63]

For fairness, we adopt the definition used by Mehrabi et al. [91]:

Definition 2.6: Fairness

The absence of any prejudice or favoritism toward an individual or a group based on their inherent or acquired characteristics. [91]

In machine-learning and NLP research, bias can denote a harmful pattern, its source, or its consequences: a model

may reproduce stereotypes [14], produce group-dependent errors [91], or contribute to allocational or representational

harms [14]. Interpreting a measurement of bias, therefore, requires its affected population, context, claimed harm,

and normative assumptions [14, 63]. Fairness more often denotes a criterion that outputs, errors, representations, or

decisions are expected to satisfy with respect to individuals, groups, or counterfactual changes [6, 91].

No context-free scalar captures bias as a whole. Group-fairness criteria such as demographic parity, equalized odds,

and equal opportunity compare outcomes or error rates across groups [6, 54]; individual fairness concerns similar

treatment of similar individuals [39]; and counterfactual fairness concerns invariance under a counterfactual change

to a protected attribute [69]. These criteria encode different goals and rely on different assumptions about groups,

similarity, labels, and causal structure.
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Many harms in language, vision-language, and text-to-image systems are representational rather than purely

decision-theoretic. Models may reproduce stereotypes [14, 95], generate derogatory or harmful content [10, 142], under-

or over-represent social groups in generated images [82, 136], or encode protected attributes internally [9, 32, 114].

Evaluation consequently combines formal fairness criteria, harm-specific measurements, and benchmark proxies.

Adjacent computational media-bias research illustrates the role of explicit constructs and broad evaluation coverage.

TheMedia Bias Taxonomy integratesmultiple disciplinary perspectives [124]. A perception study shows that assessments

depend on how biased questions are posed, and MBIB groups nine tasks and 22 datasets rather than reducing media

bias to one task or metric [125, 144]. We consider this work as a methodological precedent for connecting a technical

measurement to a clearly specified construct and evaluation setting.

Bias and fairness evaluation. Bias research uses heterogeneous evaluation structures, including stereotype con-

trasts, counterfactual comparisons, group-disparity measures, toxicity evaluations, representation-leakage tests, and

generated-output distributions [63, 97, 136]. A representative catalog of named benchmarks and datasets is provided in

Supplementary Table S1; Section 4 reports only the comparison frames, metrics, and benchmark types used by the

retained MI-for-bias papers.

2.2 Related surveys

Table 1 compares reviews that substantially cover at least one of the review’s three axes—MI methods, bias/fairness, or

the target modalities—and the closest work spanning two of them. General MI reviews cover AI safety and practical

Transformer methods [11, 111]; specialized reviews address causal mediation, knowledge mechanisms and editing,

and multimodal MI [76, 94, 139, 140]. Bias/fairness reviews range from general ML and critical NLP [14, 91] to LLMs,

VLMs, multimodal systems, and text-to-image generation [1, 63, 97, 136]. Broader explainability surveys cover LLM

explanations, concepts, and vision foundation models [66, 70, 156]. The table retains the individual reviews and their

stated open challenges. No prior systematic review jointly requires model-internal evidence, centers social bias/fairness,

spans language and multimodal generation, and compares the resulting standards of evidence.

2.3 Positioning and Contribution

Taken together, existing surveys cover the three axes—MI, bias/fairness, and multimodality—mainly in pairwise combi-

nations, leaving unresolved the connection between their questions and the standards of evidence. MI work asks which

internal object represents, routes, or controls a measured behavior, and how intervention on that object changes an

output. Bias/fairness work asks which behavior is harmful, which population and context define the comparison, which

fairness objective is appropriate, and which trade-offs are acceptable. Neither perspective can substitute for the other.

An internally causal intervention can still target an inadequate social proxy, while a carefully motivated fairness metric

can leave the model mechanism unknown.

This review, therefore, follows the full claim chain from social construct to technical evidence: the stated group and

harm; their operationalization in tasks, contrasts, benchmarks, and metrics; the internal object selected for analysis

or intervention; the causal strength of the evidence; and the resulting fairness, utility, transfer, persistence, and

reproducibility tests. The literature has grown rapidly—45 of the 69 retained studies were published in 2024 or 2025—

making this connection increasingly important for interpreting what the field has actually established.

We implement this synthesis through a deliberately screened corpus and a coding framework that links method

families, architectural loci, evidence types, bias/fairness claims, evaluation design, artifacts, and failures. This design
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Table 1. List of related surveys. The ▲ column indicates reported PRISMA adherence [103]. #P marks the (approx.) bibliography paper
count. Note: † means partial PRISMA-guided reporting; B/F denotes bias/fairness. VLM column includes text-to-image models (see
Section 2.1).

ID Paper Topics VLM MI B/F Year ▲ #P Open challenges identified

Mechanistic interpretability (MI) surveys / reviews
1 Mechanistic Interpretability for AI Safety: A Review [11] MI; AI safety ✗ ✓ ✗ 2024 ✗ 350 Scalability, automation, human reliance

2 A Practical Review of Mechanistic Interpretability for

Transformer-Based Language Models [111]

MI taxonomy (LMs) ✗ ✓ ✗ 2025 ✗ 160 Lack of standardized benchmarks, practical utility,

and stronger generalization tests

3 A Survey on Mechanistic Interpretability for Multi-Modal Foundation

Models [76]

MI (multimodal) ✓ ✓ ✗ 2025 ✗ 200 Multimodal MI is young

4 The Quest for the Right Mediator: Surveying Mechanistic

Interpretability Through the Lens of Causal Mediation Analysis [94]

Causal mediation ✗ ✓ ✗ 2025 ✗ 220 Ad-hoc evaluation and weak theoretical grounding

5 Survey on the Role of Mechanistic Interpretability in Generative

AI [112]

MI for GenAI ✗ ✓ ✗ 2025 ✗ 118 Limited methodological depth

6 Knowledge Mechanisms in Large Language Models: A Survey and

Perspective [139]

Knowledge in LLMs ✗ ✓ ✗ 2024 ✗ 250 Scalability, knowledge evolution, and mechanism

validation

7 Knowledge Editing for Large Language Models: A Survey [140] Knowledge editing ✗ ✓ ✗ 2025 ✗ 179 Generality trade-off, scaling, autodiscovery, editing

8 Exploring Mechanistic Interpretability in Large Language Models:

Challenges, Approaches, and Insights [47]

MI (short) ✗ ✓ ✗ 2025 ✗ 26 Scalability and polysemanticity

9 Locate, Steer, and Improve: A Practical Survey of Actionable

Mechanistic Interpretability in Large Language Models [154]

Actionable MI ✗ ✓ ✓ 2026 ✗ 399 Transfer, deployment, and evidence strength remain

open

10 Toward Transparent AI: A Survey on Interpreting the Inner Structures

of Deep Neural Networks [113]

Inner structures ✗ ✓ ✗ 2023 ✗ 327 Hypotheses should not be conclusions;

cherry-picking, scalability, and performance

trade-offs

11 Bridging the Black Box: A Survey on Mechanistic Interpretability in

AI [123]

MI survey ✗ ✓ ✗ 2026 ✗ 122 Automation, scalability, integration of neuroscience,

and interpretable architectures

Bias / fairness surveys (incl. multimodal)
12 A Survey on Bias and Fairness in Machine Learning [91] ML fairness ✗ ✗ ✓ 2022 ✗ 170 Definitions, equity and quality imbalance,

unfairness detection in datasets

13 Language (Technology) is Power: A Critical Survey of “Bias” in

NLP [14]

NLP bias framing ✗ ✗ ✓ 2020 ✗ 146 Lack of normative framing and insufficient metrics

14 Bias and Unfairness in ML Models: A Systematic Review on Datasets,

Tools, Fairness Metrics, and Identification/Mitigation [102]

Fairness survey ✗ ✗ ✓ 2023 ✓ 87 Lack of support for black-box models and standard

metrics

15 Language Bias in VQA: A Survey and Taxonomy [34] VQA bias ✓ ✗ ✓ 2021 ✗ 111 Lack of external knowledge, long-tail learning, and

causal reasoning

16 Fairness in Deep Learning: A Survey on Vision and Language

Research [104]

Vision+language

fairness

✓ ✗ ✓ 2023 ✗ 200 Behavioral/data-level emphasis, risk awareness, and

fairness–accuracy trade-off

17 Bias and Fairness in Large Language Models: A Survey [63] LLM bias ✗ ✗ ✓ 2024 ✗ 350 Social power imbalance, fairness conceptualization,

refining evaluation, improving mitigation, and

theory

18 Survey of Social Bias in Vision-Language Models [97] VLM bias ✓ ✗ ✓ 2023 ✗ 205 Visible vs invisible attributes and removing

protected attributes from images

19 Fairness and Bias in Multimodal AI: A Survey [1] Multimodal bias ✓ ✗ ✓ 2024 ✗ 324 Fragmented datasets, models, and mitigation

categories

20 Adventures of Trustworthy Vision-Language Models: A Survey [84] Trustworthy VLMs ✓ ✗ ✓ 2023 ✗ 72 Model trustworthiness, method coverage, and

modality-specific research gaps

21 Fairness and Bias Mitigation in Computer Vision: A Survey [33] Computer vision ✓ ✗ ✓ 2024 ✗ 283 Foundation-model debiasing and coarse control

22 Bias Mitigation for ML Classifiers: A Comprehensive Survey [89] ML bias mitigation ✗ ✗ ✓ 2024 ✓†
341 Definitions, guarantees, datasets, and comparability

of mitigation evaluations

23 Gender Bias in NLP and Computer Vision: A Comparative Survey [87] Gender bias ✓ ✗ ✓ 2025 ✗ 145 Inconsistent definitions and limited cross-domain

comparability

24 Mitigating Gender Bias in Natural Language Processing: Literature

Review [128]

NLP gender bias ✗ ✗ ✓ 2019 ✗ 60 Multilanguage evaluation, non-binary gender, and

interdisciplinary framing

25 Survey of Bias in Text-to-Image Generation: Definition, Evaluation,

and Mitigation [136]

T2I bias ✓ ✗ ✓ 2024 ✗ 114 Lack of human-centric, adaptive, and lifelong

mitigation

Broader explainability / alignment
26 LLMs for Explainable AI: A Comprehensive Survey [13] LLM-for-XAI ✗ ✗ ✗ 2025 ✗ 157 Automation, visual-text explanations, and

cross-disciplinary research

27 Explainability for Large Language Models: A Survey [156] LLM XAI ✗ ✗ ✗ 2024 ✗ 180 Ground truth, shortcut learning, redundancy, safety,

and ethics

28 From Neural Activations to Concepts: A Survey on Explaining

Concepts in Neural Networks [70]

Concept

explanations

✗ ✓ ✗ 2024 ✗ 60 Concept definitions and validation remain

inconsistent; causal use of concepts is limited

29 Ante-Hoc Methods for Interpretable Deep Models: A Survey [35] Ante-hoc

interpretability

✗ ✗ ✗ 2025 ✓†
112 Limited newer-architecture and anomaly-detection

coverage

30 Aligning Large Language Models with Human: A Survey [141] LLM alignment ✗ ✗ ✓ 2023 ✗ 130 Data management, multilingual alignment, training

alignment, and human-in-the-loop evaluation

31 Explainability and Vision Foundation Models: A Survey [66] Vision FM XAI ✓ ✗ ✗ 2025 ✗ 278 Latent analysis, spurious correlations, scaling, and

quantitative evaluation

32 This work MI-for-bias review ✓ ✓ ✓ 2026 ✓ 159 Method–locus taxonomy, evaluation synthesis,
evidence framework
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supports the main interpretation developed in Sections 4 and 5: MI-for-bias has accumulated many effective ways to

alter measured behavior, but it has not yet connected those interventions to equally cumulative evidence about bias

mechanisms and social harms.

3 Methodology

This section reports the protocol used to identify, screen, appraise, extract, and synthesize the review corpus. The

Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA) 2020 guidelines guided the reporting

of study selection and literature search methods [103]. Section 3.1 states the research questions, Section 3.2 describes

candidate retrieval, Section 3.3 defines eligibility and outlet filtering, Section 3.4 describes quality assessment, and

Section 3.5 describes information extraction and synthesis.

The filtering stages served different purposes. First, broad queries prioritized recall across inconsistent MI and bias

terminology. Queries were followed by the E1–E4 criteria, which define the conceptual boundary around model-internal

evidence and social bias/fairness. Then, the outlet rule limited the set of candidate works to those published in high-

impact peer-reviewed venues. Backward snowballing then complemented that route with citation-connected work,

including impactful work that would otherwise have been missed. Finally, quality assessment required enough evidence

and reporting detail for systematic comparison. This design reduces reliance on a single evaluation metric and ensures

that the reviewer applies the same procedure to all papers entering the corpus. Corpus composition, therefore, reflects

both topical eligibility and baseline quality and impact targeting rules described below.

Scope of synthesis. This review is designed as a synthesis of impactful works as opposed to an exhaustive overview

of all potentially relevant papers. The final corpus comprises peer-reviewed studies published in high-ranked venues

identified through database search, and citation-connected studies that passed the same substantive eligibility and

quality-assessment criteria. All counts and proportions reported are, therefore, conditional on this corpus construction.

The first author executed the database searches and citation expansion, deduplicated records, screened titles/abstracts

and full texts, assigned outlet and quality-assessment decisions, extracted data, normalized multi-label fields, and

performed the primary coding. Explicit eligibility rules, a structured quality-assessment rubric, multi-label coding,

and paper-level decision records were used to reduce ad hoc judgment and support auditability. All the decisions and

extracted information are released in our repository.
1

3.1 ResearchQuestions

The research questions define the scope of paper retrieval, screening, information extraction, and finding synthesis. The

questions follow the three axes—MI methods, bias/fairness, and multimodality—as defined in Section 2. RQ1 concerns

mechanistic interpretability methods and architectural locations; RQ2 concerns bias/fairness definitions and evaluation;

and RQ3 concerns limitations, trade-offs, and failure modes.

RQ1 Which mechanistic-interpretability methods have been applied to analyze or mitigate social biases
in LLMs, VLMs, or text-to-image models?

• RQ1.1Which method families are used for analysis or mitigation/control?

• RQ1.2Where do measurements or interventions occur, and how does this vary by architecture?

• RQ1.3Which artifacts and tools are released, and how reproducible are the procedures?

RQ2 How do retained studies operationalize “bias/fairness” and evaluate analysis or mitigation?
1
https://doi.org/10.5281/zenodo.21768590
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• RQ2.1Which tasks are used, and how do they align with the bias under study?

• RQ2.2Which sensitive attributes and representational harms are tested?

• RQ2.3Which fairness notions and metrics appear?

• RQ2.4Which datasets and benchmarks are used, and what coverage gaps remain?

• RQ2.5Which applied domains receive the most attention?

RQ3 Within MI-applied-to-bias/fairness, what limits, trade-offs, and failure modes are supported by the
evidence?

• RQ3.1 Do discovered features, directions, component roles, or mechanisms transfer across prompts, datasets,

attributes, layers, or models, and what constrains replication?

• RQ3.2Which task, fluency, visual-quality, latency, or compute costs accompany mitigation?

• RQ3.3Where do methods fail, including entanglement and distribution shift?

3.2 Search Strategy and Candidate Retrieval

We identified candidate papers in two stages. First, we ran structured database searches using queries derived from

Population, Intervention, Comparison, Outcome, and Context (PICOC) [17]. Second, after screening and quality

assessment of the database-retrieved papers, we used citation-based backward snowballing [145] to identify additional

candidates related to the accepted corpus that were missed by the structured searches. This two-stage design was

chosen because MI-for-bias spans heterogeneous terminology and publication venues, including non-peer-reviewed

sources, including arXiv preprints, making it unlikely that a single database query will retrieve the full literature.

3.2.1 Database Search and Deduplication. We used PICOC to organize the search vocabulary into population, inter-

vention/interest, comparison, outcome, and context groups. The Population group captured Definitions 2.2 to 2.4:

LLMs, VLMs, multimodal foundation models, CLIP-like models, and language-conditioned image-generation systems.

The Intervention/Interest group captured Definition 2.1: mechanistic interpretability, causal tracing, patching, me-

diation, attention/head analysis, sparse-feature methods, probes, steering, representation erasure, concept erasure,

model/weight editing, and related terms introduced in Section 2.1. The Outcome group captured Definitions 2.5 and 2.6:
bias, fairness, stereotypes, representational harms, group disparities, protected attributes, counterfactual fairness, and

other concepts introduced in Section 2.1. The Comparison group was not enforced as a retrieval constraint because

comparisons are often stated only in experimental design; we therefore recorded comparisons during screening and

extraction. The Context group was implemented using the publication-year restriction and database-specific filters.

The database strategies restricted publication year to 2018–2026. The year cutoff keeps the database-retrieved corpus

within the post-Transformer foundation-model period [134], during which the internal components central to this

review—including residual streams, attention heads, text encoders, and cross-modal interfaces—became common.

Terms within each group were connected with or, and the groups were connected with and. We refined the resulting

queries through pilot searches and manual inspection of false positives and false negatives. Papers use a broad range of

terms, but only a narrow subset of the field is relevant for this review. To account for this, we retrieved records broadly

and narrowed them down using subsequent filtering steps. We searched Scopus, Semantic Scholar, and Web of Science,

and after each query, we deduplicated the retrieved records in Zotero 8
2
against all previously stored entries. The

final keyword groups and database-specific queries are provided in Supplementary Section S2 and Supplementary
Listings S1–S3.
2
https://www.zotero.org/
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For peer-reviewed works retrieved through database search, we retained papers published in Q1 journals according

to SCImago/SJR
3
or A*/A conferences according to ICORE 2026

4
. This outlet rule was a sampling restriction used to

bound the large database-derived candidate set of papers. It was not treated as a paper-level quality judgment or a

universal eligibility criterion, but rather as a proxy for potentially impactful work. Paper-level evidential sufficiency

was assessed separately through E1–E4 and the quality-assessment rubric.

Snowballed candidates were exempt from outlet-ranking filters, as the citation connection to the database-retrieved

papers served as a substitute for identifying potentially impactful work. Also, because MI is a young field, influential

(as measured by citations) work often appears first as a preprint, technical report, or paper in an emerging venue. The

effect of completely removing the outlet filter is not quantified and is discussed in Section 5.6.

All collected papers were then subjected to eligibility screening (Section 3.3.1) and quality assessment (Section 3.4).

3.2.2 Snowballing. After the database search stage, which yielded 46 papers after all filtering and full-text review

steps, we performed backward citation snowballing [145]. To filter out unrelated papers, we first removed those

cited by only a single seed paper. Then, we deduplicated the results and obtained 263 unique candidate papers not

previously present in our corpus. All candidates then underwent the same E1–E4 eligibility screening and quality

assessment as database-retrieved papers. Snowballed candidates were exempt from the outlet-rank filter because citation

expansion was intended to recover influential preprints, technical reports, and work in emerging or unranked venues

that structured database retrieval could miss. In the end, 23 candidates were retained and added to the final corpus.

3.3 Screening and Eligibility

After deduplication, we screened the candidate papers in two rounds. In the first round, we screened titles and abstracts

against the eligibility criteria described in Section 3.3.1. In the second round, we inspected the full text of papers whose

eligibility could not be determined from the title and abstract alone. Papers were eligible only if they satisfied all

eligibility criteria (Section 3.3.1).

3.3.1 Eligibility Criteria. The eligibility criteria in Table 2 ensured that a retained paper studies an eligible language,

vision-language, multimodal, or language-conditioned image-generation model; uses inside-the-model evidence or

intervention; and connects that evidence to a social-bias or fairness claim. The criteria adapt the definitions introduced

in Section 2. Each paper has to apply methods within the MI boundary, following the broad technical definition

in Definition 2.1. Further, the studied model has to fall within the target-model boundary in Definitions 2.2 to 2.4.

Finally, the target of the study must be social bias/fairness as defined in Definitions 2.5 and 2.6.

E1: Form and access. E1 defines the document boundary. Only accessible research presenting novel experimental

results was included. Surveys, editorials, abstracts, presentation notes, withdrawn papers, and inaccessible full texts

were excluded from the primary-study corpus.

E2: Target model. E2 specifies the model boundary using Definitions 2.2 to 2.4—we include papers studying LLMs,

VLMs, and image generation models, all based on the Transformer architecture for its research applicability and

transferability. Models combining other elements but still containing the Transformer architecture were also included.

Papers studying models not based on the Transformer architecture, audio models, classifiers, and other kinds of models

were excluded.

3
https://www.scimagojr.com/

4
https://www.core.edu.au/icore-portal
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Table 2. Eligibility criteria rules used during screening.

ID Criterion Include when Exclude when

E1 Form and access The work is an English-language, accessible full-text primary research

paper published from 2018 onward and contains enough methodological

detail for screening and extraction.

The work predates 2018, is not in English, has no accessible full text,

has been withdrawn, is not a primary research paper (e.g., a survey,

editorial, abstract, or presentation note), or does not contain enough

methodological detail for screening and extraction.

E2 Target model The work studies an LLM, a VLM, or multimodal language model, or a

language-conditioned text-to-image model with a Transformer-based

language, text-encoding, or cross-modal component.

The target is a standalone non-language system, such as a vision-only

CNN, an RNN-only model, or another architecture without an eligible

language or language-conditioned component.

E3 Model-internal evidence The work analyzes or intervenes on the internal components of a model,

is informed by mechanisms related to the target behavior of the target

model, and uses that evidence in the technical claim.

Thework only audits input–output behavior or relies only on prompting,

data rebalancing or augmentation, decoding changes, full-model fine-

tuning, post-processing, or external guardrails, without any mechanistic

understanding.

E4 Social-bias connection The evidence supports a claim about social bias. This includes work

framed in fairness terms when the fairness criterion measures or miti-

gates stereotypes, demographic associations, representational harms,

group disparities, protected-attribute leakage, or another explicitly

social-group-related outcome.

The work examines generic capabilities, robustness, hallucination, pri-

vacy, toxicity, harmfulness, and AI safety, without explicitly connecting

the internal analysis to social groups, protected attributes, stereotypes,

or group-level disparities.

E3: Model-internal evidence. E3 defines the MI boundary using Definition 2.1—we include studies that identify internal

mechanisms within the model and use those in their methods. We excluded papers that only reported input–output

disparities, prompt-only mitigation, dataset rebalancing or augmentation, decoding changes, ordinary full-model fine-

tuning, post-processing, or external guardrails without a model-internal analysis or intervention tied to the bias/fairness

claim. A paper did not need to recover a complete causal circuit, but it did need to analyze or intervene inside the target

model.

E4: Bias/fairness connection. E4 defines the social-bias/fairness boundary using Definitions 2.5 and 2.6. The paper’s

target had to be at least partially concerning social bias or fairness. We included studies framed as bias research

when they measured or mitigated stereotypes, demographic associations, representational harms, group disparities, or

protected-attribute leakage. We included studies framed as fairness research when they evaluated a desired property

such as parity, balanced performance, counterfactual invariance, equal safety behavior, or representational balance.

In practice, the two vocabularies often overlap: fairness criteria are used to quantify or mitigate bias-related harms,

while bias analyses motivate fairness-oriented interventions. We therefore use bias/fairness as shorthand for this shared

problem space. General capability, robustness, hallucination, privacy, knowledge editing, or AI-safety papers were

excluded unless they explicitly connected the internal analysis to social bias.

3.4 Quality Assessment

After full-text screening, we scored each eligible paper using the quality-assessment criteria in Table 3. Eligibility and

quality assessment served different purposes: eligibility determined whether a paper was in scope, while quality assess-

ment determined whether an in-scope paper provided enough mechanistic specificity, internal validation, bias/fairness

evaluation, and reporting detail for systematic comparison. We assigned each paper 0, 1, or 2 points for each criterion,

yielding a maximum score of 10.

Papers scoring more than half of the maximum score (i.e., > 5) were retained for the main synthesis. Papers scoring

5 or lower were excluded from the main synthesis because their combined score did not provide enough mechanistic,

evaluation, and reporting evidence for the planned cross-paper comparisons. Results, therefore, reflect this narrower

subset of the literature and aim to provide higher-quality evidence.
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Table 3. Quality-assessment criteria used after full-text screening.

Criterion 0 points 1 point 2 points

Mechanistic specificity No clear internal model object. Internal evidence is present, but coarse,

proxy-based, or weakly localized.

Clear claim about an internal component, repre-

sentation, feature, pathway, activation, or weight.

Internal validation No internal validation beyond observa-

tion.

Limited intervention, ablation, attribu-

tion, or proxy validation.

Controlled intervention, ablation, patching, media-

tion, causal validation, or equivalent internal test.

Bias/fairness evaluation No clear bias/fairness evaluation, or

only anecdotal examples.

Narrow, custom, qualitative, or weakly

specified evaluation.

Repeatable benchmark, metric, or comparison

setup with a clear success criterion.

Reproducibility and reporting Insufficient reporting and no usable ar-

tifacts.

Partial reporting or partial artifacts. Sufficient detail and artifacts to reproduce the core

procedure.

Bias/fairness centrality No clear social-bias/fairness target. Bias/fairness appears as a secondary

case or illustrative example.

Bias/fairness is a main focus of the paper.

3.5 Information Extraction and Synthesis

For each paper retained after quality assessment, we performed full-text data extraction using the schema in Supple-
mentary Table S3. We designed the schema to answer the research questions while allowing papers to be compared

across model families, method families, evaluation settings, and reported limitations.

For RQ1, we extracted the target model family, architecture, mechanistic method family, location of internal measure-

ment or intervention, intervention type, released artifacts, and reproducibility information. These extracted fields enable

us to identify themes across different methods, models, and modalities. For RQ2, we extracted the task, bias/fairness

framing, sensitive attributes or harms, comparison frame, reported statistic, benchmark kind, baselines, success criterion,

and utility checks. These fields distinguish the numerical proxy a paper changes from the affected group, the context,

the harm, and the normative target the proxy is intended to support. For RQ3, we extracted generalization evidence,

utility costs, performance trade-offs, failure modes, and whether limitations were measured or only speculated. These

fields allow us to spot blind spots in the research, common failure modes, and trade-offs, and guide researchers toward

prospective future work.

Because many papers use multiple methods, tasks, attributes, or benchmarks, several extraction fields were coded

as multi-label fields. When a paper evaluated multiple protected attributes, model families, or benchmarks, each was

recorded separately. This allows quantitative summaries of recurring patterns while preserving paper-level qualitative

detail for synthesis.

Coding overlapping MI method families. Although several MI methods share a similar mathematical structure, they

use them for different methodological purposes. To retain granularity in methodological differences, motivations, and

other themes, we did not assign primary method families solely on the basis of the algebraic operation applied to a

representation. Instead, the primary MI family records the paper’s main methodological role, while separate fields

record the control object, application policy, concrete operation, intervention locus, granularity, evidence type, and

intervention stage. Table 4 summarizes the coding rule.

The high-level families in Table 4 record each paper’s primary methodological role. For quantitative reporting,

the Localization/Analysis family is disaggregated into causal mediation analysis, causal tracing/patching, attribution,

attention analysis, feature discovery, and probing.

Results Synthesis. The synthesis combined descriptive aggregation with qualitative comparison. We summarized

distributions of model families, method families, architectural components, tasks, attributes, metrics, benchmarks,

reproducibility, generalization tests, utility checks, and limitation evidence. We then compared these patterns across
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Table 4. High-level coding families for MI methods. The primary family records the paper’s main methodological role; concrete
operations, control objects, application policies, and secondary methods are coded separately.

Primary family Coding rule Typical operations

Steering A latent control object is used to modify a forward pass, generation

trajectory, or denoising trajectory, usually at inference time.

Add, subtract, scale, gate, mask, project, or remove an activation-

space object; modify a diffusion model’s denoising prediction.

Representation erasure The primary objective is to remove or suppress an explicitly speci-

fied protected or undesired concept from a representation space.

Nullspace projection, concept erasure, adversarial erasure, closed-

form linear erasure, or regularization against concept recoverabil-

ity.

Representation editing The representation function is changed through targeted training

or regularization rather than through a reusable inference-time

control object.

Counterfactual representation matching, entailment-based rep-

resentation objectives, targeted regularization, or targeted fine-

tuning.

Weight editing Model parameters are directly changed to alter a semantic associa-

tion, concept, or implicit assumption.

Closed-form or learned edits to weight matrices, cross-attention

projections, adapters, or other parameterized concept mechanisms.

Component suppression A discrete internal component or sparse component set is sup-

pressed after being selected by attribution, scoring, search, or hy-

pothesis.

Zero/ablate, mask, prune, quantize, or scale heads, neurons, SAE

features, visual tokens, U-Net units, or weights.

Localization/analysis The primary method identifies, attributes, or validates where a bias-

relevant signal is represented, routed, or mediated; the resulting

analysis may subsequently support mitigation.

Causal mediation, activation/path patching, causal tracing, atten-

tion analysis, probes, attribution, feature discovery, or circuit con-

struction.

architectures and method types to identify recurring method clusters, evaluation structures, trade-offs, and failure

modes. Counts are descriptive; the qualitative synthesis interprets the patterns to answer the research questions and

provide novel findings from the literature, which become noticeable in aggregation.

4 Results

In this section, we present our main synthesis from the reviewed literature. The synthesis identifies a field with

substantial capacity to alter measured bias-related behavior, but a weaker connection among social constructs, internal

mechanisms, and their evaluation. RQ1 shows which internal methods and architectural locations support detection,

diagnosis, or mitigation; RQ2 shows how those interventions are connected to tasks, groups, harms, metrics, and

benchmarks; and RQ3 tests how far the resulting claims extend beyond the setting in which an intervention was

discovered. We first report corpus construction and composition (Section 4.1) and then develop this interpretation

through the three research questions.

All counts and proportions in this section describe the final QA-retained, outlet-bounded, citation-expanded corpus.

They are descriptive of this evidence base and should not be interpreted as evidence for the whole unrestricted MI-for-

bias literature. Corpus composition may reflect search timing, outlet filtering, citation connectivity, and QA retention in

addition to research patterns.

4.1 Collected Studies

Search and screening produced a 69-paper synthesis corpus. The identification and screening pipeline produced a final

synthesis corpus of 69 retained studies. Database search yielded 3149 unique records after duplicate removal. Eligibility

screening, outlet filtering, and quality assessment retained 46 studies, while the snowballing added 23 further studies

(Figure 1).
5

The corpus is recent and intervention-oriented. Figure 2 summarizes the temporal and methodological composition of

the retained literature. The corpus contains 24 papers from 2024 and 21 from 2025 (Figure 2a), while the 2020–2022

5
Scopus was queried on November 4, 2025, using the Advanced Search web interface. Semantic Scholar was queried on November 24, 2025, using Publish

or Perish (PoP) software [55], and Web of Science was queried on January 8, 2026, using PoP. Snowballing was performed on June 18, 2026.

Manuscript submitted to ACM



Mechanistic Interpretability for Bias and Fairness in (Vision-)Language Models: A Systematic Review 13

Papers found through
query

Scopus (N=1771)

Eligibility criteria 
screening

N=3145

Duplicates excluded
N=5731

Papers not matching
eligibility criteria

Semantic Scholar (N=1512)
Web of Science (N=5593)

N=3019

Seed Papers

Quality criteria screening

N=51

Conference rank 
screening

N=126

Rejected

N=5

Outlet ranking
N=75

Papers found through
snowballing, connected to

at least 2 seed papers

N=1126

Quality criteria screening
N=24

Rejected
N=1

Papers not matching
eligibility criteria

N=239

Eligibility criteria
N=263

Duplicates excluded
N=863

Included papers
Query (N=46)

Snowballing (N=23)

N=69

Id
en

ti
fi

ca
ti

on
Sc

re
en

in
g

In
cl

u
d

ed
Query SearchQuery Search Snowballing

Fig. 1. Adapted PRISMA-style [103] flow diagram for paper identification, screening, eligibility, and inclusion.
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MI method family by primary goal. The ∗ marks an incomplete publication year. In panel (b), shaded rows disaggregate the high-level
Localization/Analysis family from Table 4; Other denotes a mixed or comparative study without one dominant primary family.

studies represent an earlier line of work on representation debiasing and concept erasure. Multimodal and text-to-image

studies are concentrated in 2024 and 2025, although LLM studies still dominate the corpus. Primary methods are

weighted toward intervention, with Steering methods being the largest family in our corpus (Section 4.1).
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Table 5. Two-axis taxonomy of the 22 studies whose primary method family is Steering. Every study appears in at least one row in
each half; studies using more than one application policy may appear in multiple policy rows.

Category Studies

Steering signal: what is derived from model internals

Contrastive direction derived from activation sets such as biased vs. neutral, harmful vs. benign, or base vs. fine-tuned. [29, 43, 57, 60, 61, 64, 67, 73, 118, 130, 137]

Learned direction or subspace obtained through fitting, optimization, or learned prompt/activation parameters. [71, 74, 79, 98, 148, 152, 160]

Distributional or spectral transform derived from means, covariances, higher moments, or spectral structure. [109, 120, 122]

Concept basis or decomposition is used as a set of steerable units. [83]

Application policy: how the steering signal is applied

Global additive steering at selected layers, token positions, or generation steps. [60, 61, 67, 74, 79, 130, 137, 160]

Projection or removal of an unwanted direction, subspace, or concept component during inference. [29, 60, 83, 109, 148]

Selective additive steering conditioned on context, attribute, layer, token, or category. [71, 73, 98, 152]

An affine transformation, such as ℎ ↦→ 𝐴ℎ + 𝑏, that reshapes an activation distribution. [120, 122]

Diffusion-noise steering that changes concept-conditioned noise or score predictions during denoising. [43, 57, 64, 118]

4.2 RQ1: Which MI methods are used for bias analysis and mitigation?

Method families differ primarily in the claims they support: some identify candidate bias-related signals, some localize

causal contributions, and most intervene to change the bias-related behavior. The main RQ1 result is, therefore, not

only that some method families are more frequent than others, but also that method families occupy different positions

in this evidential “chain”: observational and probe-based analyses identify candidate signals; patching, mediation, and

ablation test causal contribution; steering, erasure, suppression, and editing change behavior; and only combinations of

these steps can support a stronger mechanistic account. The synthesis, therefore, records each paper’s primary goal,

internal object, operation, architectural location of intervention, granularity, and evidence type to distinguish their

goals, commonalities, and differences.

4.2.1 RQ1.1: Method families and goals.

MI-for-bias is used predominantly for mitigation. Of the 69 retained studies, 59 primarily use an internal intervention

to reduce a measured bias/fairness signal, while 10 primarily diagnose or localize bias-relevant internal behavior.

Steering is the largest method family (following coding from Table 4), with Representation Erasure and Component

Suppression forming the next largest intervention families (Section 4.1).

Intervention families dominate, while localization is methodologically diverse. Steering, Representation Erasure, Repre-

sentation Editing, Weight Editing, and Component Suppression are primarily used to alter model behavior (Figure 2b).

The localization/analysis group of methods spans causal mediation analysis (CMA), causal tracing/patching, attri-

bution/saliency, attention analysis, feature discovery, and probes. These methods are used for both diagnosis and

mitigation because localization often provides a target for a later intervention, such as ablating bias-related attention

heads [2, 31, 150].

Steering papers differ in how they derive a control signal and how they apply it. Because Steering is the largest primary

MI family in the corpus (Section 4.1), we group steering papers along two design axes. The steering signal records the

direction, affine transform, concept basis, or other control object derived from model internals; the application policy

records how that signal modifies behavior. Table 5 gives the paper-level taxonomy, and Figure 3a shows the recurring

signal–policy combinations. This distinction affects possible claims and results: a contrastive direction can be evidence

of an association, a reusable control, or a hypothesis about a mechanism, depending on how it is derived and validated.
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Fig. 3. Internal-control patterns. Panel (a) shows steering signal-policy assignments for the 22 primary Steering papers; papers using
multiple policies can contribute multiple assignments. Panel (b) shows Component Suppression targets and operators. Row and
column totals are paper-label counts within each subset.

Representation Erasure forms a distinct representation-level cluster. These papers explicitly remove bias-relevant

information from internal representations. They first specify a protected or undesired concept, estimate how it is

encoded, and then project it out or regularize its recoverability before evaluating bias and utility. The cluster includes

sentence-representation debiasing [75], iterative nullspace projection (INLP) [114], linear adversarial, closed-form,

and unaligned-attribute erasure methods [9, 115, 119], contextualized-embedding debiasing [65], and projection-

based VLM/text-embedding debiasing [25]. These methods provide internal interventions, but they usually do not

identify a native head, neuron, feature, or circuit that generates the biased behavior. MABEL [56] changes contextual

representations through entailment-based training objectives, showing Representation Erasure can be applied outside

an inference-time transform.

Text-to-image papers introduce diffusion-noise Steering and cross-attention editing. One line of work establishes

intervention-level control over generation trajectories by modifying noise predictions or analyzing cross-attention

layers within diffusion models. Fair Diffusion, Safe Latent Diffusion, and Iterative Distribution Alignment (IDA) modify

concept-conditioned noise predictions during denoising [43, 57, 118]. Linguistic-Aligned Attention Guidance (LAAG)

additionally uses attention-derived spatial localization before applying masked diffusion-noise steering [64]. Other

papers edit cross-attention projection weights or learn U-Net latent directions [46, 51, 71, 101]. Evidence about where

the targeted associations are represented is limited.

Component Suppression targets named architectural parts. This family includes attention-head masking, neuron

ablation, weight pruning, quantization, visual token suppression, and U-Net unit suppression. The shared workflow is

to identify or rank components using a bias-relevant signal, intervene on the selected set, and evaluate the resulting

changes in bias and utility. Figure 3b shows that attention heads and MLP neurons are the most common targets and

that ablation is the most common operator.

Attention-head interventions include pruning selected heads, scaling attention contributions, or suppressing high-

attribution layers [2, 31, 85, 86, 143, 150]. Neuron- or weight-level interventions target MLP or U-Net neurons or
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weights using correlation attribution, gradient signal, SHAP-style scores, concept-sensitivity measures, or related

selection rules [19, 22, 80, 107, 146, 147, 158, 159]. Token-level interventions appear in visual-token or name-triggered

settings [20, 159]. FairQuanti uses neuron-role contribution to guide fairness-aware quantization, while Self-conditioning

ranks concept-sensitive expert units for targeted intervention [21, 126].

Patching and causal mediation provide more direct localization evidence. Patching studies test whether replacing,

restoring, or modifying activations changes a biased output [3, 127, 159]. In contrast, CMA studies estimate direct and

indirect effects through candidate mediators [30, 77, 135]. These methods can guide mitigation, but usually don’t yield a

reusable mitigation technique on their own. Their defining contribution is causal validation of a bias-relevant mediator

or pathway.

Other localization methods connect analysis to intervention. Linearity of Relation Decoding identifies relation-specific

linear maps and validates them through activation edits [59]. Two attention-analysis methods use the resulting signal

to guide attention-level debiasing [44, 151]. Sparse Feature Circuits constructs feature-level causal graphs and derives

feature-ablation interventions from them [88]. Observable Propagation discovers feature vectors and validates their

propagation through internal interventions [38], while hierarchical sparse autoencoders extend feature discovery to

CLIP representations [149].

Probes mostly support diagnosis, selection, or evaluation. Several papers use linear probes or probe-like classifiers, but

their roles vary. Some use probes as the primary diagnostic object, for example, to decode latent states or trace target

concepts across checkpoints [41, 108]. Others use probes to control or gate interventions, as in probe-guided Steering or

SAE-latent selection [4, 73]. A third use is evaluative: probes test whether a protected or bias-relevant concept remains

decodable from internal representations after intervention [9]. Contextualized Embedding Association Test (CEAT)

instead diagnoses contextual and intersectional association patterns across sampled embedding contexts [53].

Application can be lightweight; target discovery carries the cost. Most intervention-oriented methods are applied at

inference time or through a small post-hoc transformation, but the target often requires offline identification. Steering

vectors require contrastive activation sets [67, 130]; selective Steering requires gates or target-specific rules [73, 98];

SAE-style methods require dictionary learning or feature discovery [4, 121]; and pruning or suppression methods require

component search or attribution [31, 150]. The computational and data burden, therefore, often lies in identifying a

reliable target rather than applying the final intervention.

4.2.2 RQ1.2: Target model components and architectural differences.

Architecture shapes which internal locations researchers measure and intervene on. Decoder-only LLM studies concen-

trate on residual streams, attention, and MLPs, whereas encoder-only work places greater emphasis on embeddings and

representation erasure (Figure 4a). Text-to-image studies distribute interventions across text embeddings, denoising

predictions, U-Net representations, and cross-attention weights [43, 74, 101, 118, 121, 148]. Figure 4b shows that text-side

interventions still dominate. In contrast, vision-, fusion-, and generation-side interventions remain smaller parts of the

corpus.

Many interventions use low-dimensional or sparse targets. Directions or subspaces (e.g., intervention by steering or

projecting out a subspace from latent space [9, 73, 130]) are the most common intervention granularity (34 papers),

followed by small, sparse sets of components or activations (23 papers; e.g., ablating set of attention heads [2, 31, 150]);

Manuscript submitted to ACM



Mechanistic Interpretability for Bias and Fairness in (Vision-)Language Models: A Systematic Review 17

Architecture

Res
id.

Attn
.

MLP Emb
ed

X-At
tn

Visi
on Noi

se

Pre
d.

U-N
et

Wei
ghts

Σ

Decoder-Only

Diffusion
U-Net

Encoder-Only

CLIP-Like

LLaVA-Style

Other

Encoder-Dec.

Σ

17 6 4

1 3 4 4 3

3 4 3 6 1

1 2 2 1

2

1

1

27

15

17

6

2

1

1

23 12 8 11 4 1 4 3 3 69

(a) Architecture by locus

Text Vision Fusion Gen. Σ

LLM

VLM

Diffusion

Hybrid

Σ

46

2 4 1

3 5 4 3

1

46

7

15

1

52 9 5 3 69

(b) Model type by modal side

Fig. 4. Architectural loci of MI-for-bias measurements and interventions. In panel (a), Noise Pred.: Diffusion Noise Prediction; Resid.:
Residual Stream; Attn: Attention; Embed.: Embedding Layer; X-Attn: Cross-Attention.; Encoder-Dec.: Encoder-Decoder Architecture. In
panel (b), Gen.: Generation Side (i.e., noise prediction).

global targets are uncommon (4 papers), appearing in model-wide debiasing comparisons, corpus-level contextual-bias

analysis, training-based representation editing, and steering applied globally across all layers [53, 56, 90, 120]. Direction-

based interventions appear in Steering and erasure methods [9, 73, 122, 130]. In contrast, sparse-set interventions appear

in Component Suppression work [4, 22, 31, 150]. These counts describe how interventions are implemented; they do

not imply that the underlying bias mechanism is sparse, although in many cases these interventions are sufficient to

improve a chosen metric.

Fusion and grounding remain the main multimodal gap. Few VLM studies isolate projectors or the interaction between

visual evidence and language priors (Figure 4). Fusion and grounding, therefore, remain underexplored.

4.2.3 RQ1.3: Tooling, artifacts, and reproducibility.

Code and evaluation assets are common, but reusable internal artifacts are rare. Most papers met the procedural-

rerunnability criterion in Supplementary Table S3, with 57 released code and 42 released prompts or evaluation

scripts (Figure 5). Data and reusable internal artifacts, such as steering vectors, activation dumps, or projection matrices,

are released less consistently. Many studies are rerunnable, while direct reuse and cross-paper comparison of the

discovered internal objects remain uncommon.

Tooling is more often custom than standardized. The tooling field shows that most studies rely on custom code, often

implemented with PyTorch hooks or task-specific activation extraction. Only a small number explicitly report standard

MI tooling: for example, TransformerLens [96] or CircuitsVis [27] appear in some language-model studies [41,

127], NNsight [42] appears in healthcare-bias analyses [3, 4], and ConceptScope reports TransformerLens for CLIP-

style visual-concept analysis [23]. Custom implementations raise the cost of comparing methods across papers and

architectures, even when code is available.
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Fig. 5. Artifact release and reproducibility in the final synthesis corpus.

4.3 RQ2: How do MI-for-bias papers define and evaluate bias/fairness?

Bias/fairness evaluation is necessarily heterogeneous because the reviewed studies address different groups, tasks, and

harms [6, 14, 63, 91]. The primary RQ2 result, therefore, is not heterogeneity itself. It is the incomplete connection

between the construct named by a paper and the statistic used to claim success. Across recurring structures—group

differences, error gaps, stereotype contrasts, counterfactual pairs, generated-output distributions, harmful-content rates,

and representation leakage—the numerical target is often explicit. In contrast, the affected group, context, harm, or

normative objective is less fully specified. We examine this connection first by task and sensitive attribute, then by

metric structure and benchmark provenance.

4.3.1 RQ2.1: Tasks and application settings.

Evaluation is concentrated in classification, text/image generation, and scoring. The most common task categories

are classification, text generation, scoring/ranking, image generation, and question answering (QA) (Figure 6a). Text-

generation evaluations commonly inspect generated outputs after Steering interventions [73, 130]. QA and classification

settings make it easier to define constrained target probabilities, accuracies, or counterfactual comparisons [127, 147, 159].

VLM work contributes visual question answering (VQA), captioning, object detection, retrieval, or visual scoring [20,

67, 143]. Text-to-image papers evaluate generated images through demographic classifiers, output distributional scores,

or visual-quality [107, 121, 158].

Task choice affects which form of bias is visible. QA and classification settings make explicit bias easier to evaluate

through labels, probabilities, or accuracies, but they may miss bias that appears only under indirect prompts or open

generation. For example, [127] shows that aligned models can reduce explicit biased answers while implicit biased

associations remain. Consequently, task design determines which bias signals are observable.

4.3.2 RQ2.2: Sensitive attributes and harms.
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Fig. 6. Tasks and sensitive attributes in the final synthesis corpus (𝑁 = 69). Counts are paper-label counts because papers may
evaluate multiple tasks or attributes. Others groups the long tail of protected attributes; the full list is available in our repository.

Throughout many protected attributes, most evidence concerns sex/gender and race/ethnicity. Sex/gender is the most

frequently evaluated extraction category, followed by race/ethnicity (Figure 6b). The combined labels preserve the source

terminology; sex and gender, and race and ethnicity, remain distinct constructs
67
. Text-based studies often implement

these attributes through names, pronouns, occupations, or other lexical markers [73, 85, 135]. Image-based studies

use annotated visual proxies such as skin-tone scales (e.g., the Monk Skin Tone Scale
8
) or demographic cues [20, 143].

Attribute coverage often follows the availability of datasets and readily measurable proxies. This broadens coverage

while limiting construct validity and cultural coverage. The resulting harms are evaluated primarily through stereotype

preference, group disparity, output distribution skew, error gaps, and representation leakage, as summarized in Table 6.

4.3.3 RQ2.3–RQ2.4: Metrics, comparison frames, and benchmarks.

Specific metric names are fragmented, but evaluation structures recur. Paper-specific metric names vary widely, but

many instantiate a smaller set of recurring evaluation patterns. We coded each evaluation along four fields: the bias

signal family, the reported statistic, the comparison frame, and the benchmark kind. These fields separate what the metric

is intended to measure, how the quantity is reported, what comparison is being made, and where the evaluation data

come from. Table 6 summarizes this taxonomy.

Reported statistics are mostly task-specific bias proxies rather than formal fairness criteria. The most commonly reported

statistic families are differences (e.g., logit difference), frequencies (e.g., frequency of protected attribute in an output),

composite scores (e.g., the stereotype score [95]), accuracy, probability or logit scores, distances/divergences, and probe

scores (Figure 7a). Stereotype association is often quantified using token probabilities or logit differences [85, 135].

6
https://www.who.int/health-topics/gender

7
https://apastyle.apa.org/style-grammar-guidelines/bias-free-language/racial-ethnic-minorities

8
https://skintone.google/the-scale
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Table 6. Evaluation taxonomy used to group bias measures and evaluation designs. Colored bands separate the four coding fields.
The final column lists all final-corpus papers assigned to each category. Categories are multi-label, so a paper may appear in multiple
rows.

Category Definition / coding detail Papers

Bias signal family – what is measured
Preference asymmetry
(𝑛 = 26)

Model preference for a stereotype, attribute, or concept. Includes stereotype scores, pronoun preference,

occupation–gender association scores, and other preference-style measures where the model favors one socially

meaningful association over another.

[2, 29, 38, 41, 53, 56, 59, 65, 67, 73,

75, 77, 80, 85, 86, 88, 90, 98, 108,

109, 114, 115, 126, 127, 135, 147]

Group disparity
(𝑛 = 14)

Group-conditioned behavior differences such as generated sentiment, refusal behavior, harmfulness,

demographic frequencies, or other group-conditioned outputs.

[20, 21, 24, 25, 31, 44, 60, 61, 83, 130,

137, 146, 150, 151]

Error gap (𝑛 = 6) Performance-disparity metrics where the quantity is correctness or error, including TPR/FPR gaps,

equal-opportunity-style gaps, accuracy gaps, and worst-group accuracy.

[9, 22, 77, 120, 122, 143]

Counterfactual
inconsistency (𝑛 = 4)

Output change under paired inputs that alter a protected attribute (e.g., a demographic, name, pronoun, or

internal representation) while holding the rest of the input fixed.

[3, 4, 30, 159]

Output distribution
skew (𝑛 = 14)

Attribute distributions in generated outputs, such as gender, race, age, occupation, or nationality, compared

with a target distribution.

[19, 43, 46, 51, 57, 64, 71, 74, 101,

107, 121, 152, 158, 160]

Harmful-content rate
(𝑛 = 3)

Rate or severity of harmful, unsafe, or toxic outputs when safety behavior is evaluated with respect to social

groups, protected attributes, or socially meaningful categories.

[79, 118, 148]

Representation
leakage (𝑛 = 2)

Decodability of protected or bias-relevant information from internal representations, including probe accuracy

or latent-feature correlation with protected attributes.

[119, 149]

Dataset spurious
correlations (𝑛 = 1)

Dataset-level concept or attribute co-occurrences analyzed as bias-relevant signals, e.g., image–concept or

label–attribute correlations treated as sources of downstream bias.

[23]

Reported statistic – how it is quantified
Frequency (𝑛 = 17) Counts or proportions of outputs, attributes, refusals, harmful responses, or demographic categories. [19, 23, 24, 43, 46, 51, 61, 67, 71, 74,

79, 101, 118, 127, 148, 152, 160]

Gap (difference)
(𝑛 = 18)

Differences between groups, conditions, counterfactual variants, or output categories, including many

group-disparity and error-gap metrics.

[3, 4, 9, 21, 22, 29, 31, 44, 75, 77, 107,

119, 120, 122, 137, 143, 150, 159]

Accuracy (𝑛 = 11) Accuracy conditioned on a group, counterfactual pair, or culturally relevant group. Overall task accuracy is

treated as utility rather than a bias measure.

[20, 25, 41, 59, 88, 98, 114, 115, 146,

147, 151]

Probability (𝑛 = 5) Token probabilities, logits, classifier scores, likelihoods, or other model-assigned scores. [2, 38, 126, 130, 135]

Distance (𝑛 = 6) Distributional distance or divergence from a reference or target distribution, such as KL divergence. [30, 57, 60, 64, 121, 158]

Composite score
(𝑛 = 12)

Combinations of multiple quantities (e.g., the stereotype score [95]). [53, 56, 65, 73, 77, 80, 83, 85, 86, 90,

108, 109]

Probe score (𝑛 = 1) Decodability metric from internal states using probes or other classifiers. [149]

Comparison frame – what is compared
Group A vs. group B
(𝑛 = 36)

Behavior across social groups, such as male versus female, one nationality versus another, or one cultural group

versus another.

[9, 20–

25, 29, 31, 38, 43, 44, 51, 53, 56, 59,

65, 67, 75, 83, 88, 114, 115, 118–

120, 122, 126, 127, 130, 137, 143,

146, 149–151]

Stereotype vs.
anti-stereotype
(𝑛 = 21)

Preference for stereotypical versus anti-stereotypical completions, answers, concepts, or associations. [2, 41, 43, 44, 53, 56, 59, 73, 77, 80,

85, 90, 98, 108, 109, 114, 115, 119,

135, 147, 160]

Counterfactual pair
(𝑛 = 9)

Paired inputs that differ only in a protected or demographic attribute, or in an internal intervention intended to

change that attribute.

[3, 4, 30, 56, 61, 65, 135, 159, 160]

Output vs. target
distribution (𝑛 = 17)

Distribution of generated outputs or predicted attributes compared with a target distribution, such as uniform

demographic parity or a reference distribution.

[19, 25, 43, 46, 57, 60, 64, 71, 74, 86,

101, 107, 121, 151, 152, 158, 160]

Harmful vs. safe
(𝑛 = 5)

Output categories such as harmful, toxic, unsafe, refusal, or safe. [46, 71, 79, 118, 148]

Benchmark kind – where the evaluation data come from
Standard bias
benchmark (𝑛 = 40)

Benchmarks designed for social-bias or fairness evaluation, including stereotype, demographic-bias,

representational-harm, or group-harm benchmarks.

[2, 9, 21, 22, 24, 25, 30, 31, 41, 44, 53,

56, 60, 65, 73–

75, 77, 80, 83, 85, 86, 88, 90, 98, 108,

109, 114, 115, 119, 120, 122, 127,

135, 137, 147, 148, 150, 151, 160]

Standard task
benchmark
repurposed (𝑛 = 28)

General task datasets, such as classification, QA, image understanding, retrieval, or object detection, repurposed

for bias evaluation.

[3, 19, 20, 23, 25, 44, 46, 56, 57, 61, 65,

67, 71, 75, 77, 90, 101, 114, 118, 119,

121, 130, 143, 146, 149, 151, 158, 159]

Custom synthetic
templates (𝑛 = 27)

Paper-specific templated prompts, counterfactual pairs, or generated examples. [25, 29, 38, 41, 43, 44, 46, 51, 57, 59,

64, 65, 71, 79, 80, 85, 101, 107, 118,

121, 126, 127, 135, 152, 158–160]

Real-world dataset
(𝑛 = 13)

Existing naturally occurring or human-annotated data used to evaluate a bias-related outcome, rather than a

paper-specific synthetic construction.

[25, 43, 44, 53, 56, 59, 75, 88, 114,

115, 119, 151, 152]

Novel released dataset
(𝑛 = 6)

A new reusable dataset or benchmark for evaluating bias, safety, or representational harm, proposed and

released by the authors.

[46, 60, 71, 85, 101, 118]

Domain-specific
dataset (𝑛 = 4)

Applied-domain data, such as healthcare, culture, or another specialized setting. [3, 4, 79, 88]

Classification and QA papers often use accuracy, error gaps, or counterfactual-pair comparisons [30, 147, 159]. Text-to-

image papers often compare generated-output distributions against target or reference distributions [107, 121, 158].
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Fig. 7. Reported statistics and benchmark provenance. Colors indicate target model type.

Benchmark provenance serves different experimental purposes but limits comparison. Standard bias benchmarks are

common, but many papers also repurpose standard task benchmarks or construct custom synthetic templates (Figure 7b).

Repurposed task benchmarks appear in VLM and dataset-bias settings [23, 143]. Custom templates are especially common

when papers need controlled prompts, counterfactual pairs, or targeted image-generation settings [38, 107, 158]. Such

templates are often appropriate for discovering or testing an internal target. The comparability problem arises when

the same templates also carry the final fairness claim, or when prompts, labels, generation rules, evaluators, and target

distributions are not released.

Language coverage is overwhelmingly English-centered. Of the reviewed studies, 67 evaluate English only, and

only two include multilingual or non-English settings. This limits evidence about whether identified mechanisms and

interventions transfer across linguistic and cultural contexts.

Metrics are often well specified; their relation to harm is less explicit. Across the corpus, papers usually specify the

statistic they seek to change more clearly than the social claim that the change supports (Table 6 and fig. 7). Twenty-five

papers use a custom primary evaluation metric, while custom synthetic templates and repurposed task benchmarks

appear in 27 and 28 papers, respectively. This is not evidence that custom metrics are inherently inferior: controlled

and task-specific measures can be necessary for isolating a mechanism. The limitation is that association scores, group

differences, output frequencies, and accuracy measures are not self-interpreting. Papers are less consistent in stating the

affected group, the deployment context, the concrete harm, the desired change, or the reason the target value constitutes

fairness. Generated-output distributions make the issue especially visible: a demographic frequency can move toward a

chosen reference distribution without establishing why that distribution is appropriate or whether prompt meaning,

identity, and non-target attributes were preserved. The corpus, therefore, connects internal interventions to measurable

behavior more consistently than it connects those measurements to a fully articulated harm model.

4.3.4 RQ2.5: Applied domains.
Manuscript submitted to ACM



22 Kučera et al.

Most MI-for-bias work remains general-domain. Most papers evaluate general language, vision-language, or image-

generation settings rather than a specific applied domain. Healthcare appears in a small number of studies, especially in

analyses of racial or demographic bias in clinical LLM settings [3, 4]. Safety and refusal settings appear as related domains

when group-dependent harmfulness, refusal, or unsafe-output rates are treated as bias/fairness outcomes [24, 137, 148].

The domain distribution therefore reinforces the broader RQ2 pattern: evaluation is concentrated in general-purpose

settings, with only limited domain-specific coverage.

In total, 61 studies include a general setting, 13 safety-related settings, 6 hiring studies, and 3 healthcare studies.

Counts are multi-label because some studies span general and applied settings.

4.4 RQ3: What limits, trade-offs, and failure modes are reported?

The dominant limitation is selectivity. A recurring problem across the reported failure families is selectivity: interven-

tions often change more than the targeted bias. We observed that, for example, internal interventions often improve a

target bias metric while also affecting task-relevant meaning, visual identity, prompt semantics, or non-target behavior.

The recurrence of this pattern across representation erasure, residual-stream steering, component suppression, diffusion

guidance, and cross-attention editing shows that identifying an editable internal object is not equivalent to isolating a

bias mechanism. Figure 8 quantifies the evidence behind this conclusion: transfer tests usually establish procedural

reuse rather than unchanged mechanisms, utility checks reveal intervention costs, and the most frequent failure families

concern scope, utility, feature entanglement, and evaluation.

4.4.1 RQ3.1: Generalization and scalability.

Most transfer tests evaluate method reuse rather than stable mechanisms. Most papers include some form of general-

ization test, most often across models, datasets, attributes, or prompts (Figure 8a). From the papers, 59 report at least

one transfer test, while 10 report none. These counts should be interpreted cautiously because they usually do not

mean that the same discovered feature, direction, head role, mediator, or component set transfers unchanged. Steering

papers often test whether a direction or procedure transfers across prompts, models, or attributes [29, 73, 130], while

localization-oriented papers test whether a mediator, feature, or representation remains informative across layers,

checkpoints, or settings [38, 108, 135]. Out-of-distribution (OOD) tests appear less often. However, they are important

because prompt or dataset transfer does not imply robustness under distribution shift [86, 98, 159]. Scalability evidence

is more sparse, with only 9 papers reporting compute limitations, while the predominance of custom tooling and offline

target discovery further constrains replication across models.

4.4.2 RQ3.2: Utility costs and trade-offs.

Utility checks are common but vary by intervention type. Utility trade-offs are usually measured with task-specific

checks rather than a common protocol. Language-model and classification studies often report accuracy or perplexity

under intervention [31, 73, 150, 159]. Text-to-image studies more often report image quality, CLIPScore, Fréchet

Inception Distance (FID), or generated-output quality [74, 121, 148]. A smaller subset reports latency or compute

costs [74, 109, 148]. A comparative evaluation of five debiasing techniques likewise reports that improvements on

intrinsic bias benchmarks can coincide with degraded language-modeling ability [90]. Cross-paper comparison remains

difficult because utility metrics differ across tasks and models.

4.4.3 RQ3.3: Failure modes.
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Fig. 8. Summary of reported limitations, trade-offs, and failure-mode evidence in the final synthesis corpus (𝑁 = 69). Generalization
tests, utility checks, and failure families are paper-label counts because papers can report multiple labels; evidence basis is one label
per paper. Colors in Figures 8a to 8c indicate model type, while Figure 8d indicates the evidence basis for reported limitations.

Failure modes concentrate around scope, utility, entanglement, and evaluation. Scope limitations, utility degradation,

feature entanglement, and evaluation limitations are the most frequently reported “families” of limitations (Figure 8c).

Representation-erasure methods show that protected information may remain nonlinearly recoverable or become

entangled with task-relevant information [9, 114, 115]. Steering and component-suppressionmethods can over-intervene

when the coefficient, ablation strength, or selected components affect non-target behavior [74, 109, 120]. Diffusion

and weight-editing methods additionally face classifier dependence, content drift, and interference among edited

concepts [46, 51, 101, 121].

Some failures appear after further training or alignment. A smaller subset of papers reports that mitigation can weaken

after fine-tuning or that bias can re-emerge in less direct forms. [77] shows that task-agnostic debiasing does not reliably

persist through downstream fine-tuning unless internally debiased components are preserved. Another study, [146],
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reports training-regression-style limitations in a cultural-understanding setting. [60] shows a related alignment failure

mode: refusal behavior can suppress explicit biased answers while leaving latent biased associations accessible through

intervention. These cases suggest that mitigation at one training stage may not persist after subsequent training.

Most papers empirically support at least one reported limitation. In our corpus, 54 papers provide direct measurements,

ablations, or intervention-based evidence for at least one limitation, while 15 discuss limitations only speculatively

(Figure 8d). The Measured category combines directly quantified effects with limitations supported by ablation or

intervention comparisons. Stronger Safe Latent Diffusion guidance, for example, reduces unsafe-output detections while

worsening Fréchet Inception Distance (FID); INLP shows that linear erasure can leave nonlinear protected-attribute

recoverability and reduce downstream accuracy in some settings [114, 118].

4.5 Summary across the research questions.

Across RQ1–RQ3, the strongest evidence lies in the middle of a methodological “chain”: researchers can identify an

accessible internal target and show that intervening on it changes a measured outcome. The evidence is less pronounced

at both ends. Upstream, many studies do not fully connect the chosen statistic to a specific harm, population, context,

and fairness objective. Downstream, the same internal object is less often validated as an explanation that transfers and

persists without unacceptable utility loss. Architectural accessibility shapes which targets are studied, especially in

multimodal systems, but it does not, by itself, determine where causal root-cause lies. This combined pattern—rather

than any individual frequency count—is the main synthesis developed in Section 5.

5 Discussion

In the reviewed literature, we identify two connected asymmetries. First, studies more often show that an internal

intervention changes a measured bias outcome than explain how the underlying computation produced it. Second,

papers typically specify the intervention more precisely than the harm and evaluation it is meant to support. These

patterns recur across the reviewedmethods (Section 4.1), the evaluation (Section 4.3), and the reported failures (Figure 8c).

The field, therefore, does not primarily lack ways to control model behavior; it lacks evidence that links a specified

harm to a causal mechanism, shows that the intervention changes that mechanism selectively across settings, and

establishes that the result is robust enough to inform practical use.

5.1 Internal control has outpaced mechanistic explanation

Most reviewed studies use MI to identify internal control handles rather than to explain how bias-related behavior is

produced (Section 4.1). If intervening on an internal object changes the target outcome, that object contributes causally

under the tested conditions. However, the result does not yet establish that the object captures the full mechanism,

corresponds to a stable unit of model computation, or remains relevant outside those conditions. Therefore, while

MI can explain complex circuitry or localize sources of behavior inside a model (Section 2.1), the field seems to focus

primarily on finding methods for control rather than on deepening the explanation of the bias-related phenomena.

The reviewed works support claims of different strengths. An internal association shows that a feature, component, or

direction covaries with a bias-related outcome. A controlled intervention shows that modifying the target object changes

the outcome. Patching, mediation, or component-level ablation can more precisely localize its causal contribution.

A mechanistic explanation should, however, go further by accounting for interactions and alternative hypotheses,

predicting when the effect appears, and remaining informative beyond the examples used in the target discovery. The
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corpus contains abundant association and causal-control evidence, less causal localization, and little evidence that the

same mechanism remains stable across settings (Sections 4.2.1 and 4.4.1).

Furthermore, due to the complexity of today’s models, the concepts of bias and fairness, and their evaluation,

discovered mechanisms can be specific to a single model or dataset. As we have shown, many methods show at least

some degree of transfer to other models or data (Section 4.4.1). However, reapplying the same method to a different

model shows only one possible transfer. Stronger evidence would compare the discovered objects themselves: whether

independently trained systems converge on aligned subspaces (or whether those can be easily aligned as in [36]), whether

a target preserves its causal effect under new prompts and protected attributes, and whether apparent convergence can

be separated from shared training data or benchmark artifacts [62].

This distinction should not be read as dismissing control-focused work. Several inference-time steering and suppres-

sion methods are lightweight once a target has been identified, and such control can be scientifically useful before a

complete explanation exists. However, experimental usefulness rarely implies readiness for real-world deployment.

Utility checks in the corpus focus mainly on task accuracy, perplexity, or image quality; only a smaller subset reports

latency or compute (Figure 8b). Narrow tasks or metrics can also misrepresent the method’s efficacy in reducing bias

within the model [60]. The corpus also primarily studies fixed, inspectable model checkpoints and therefore provides

little direct evidence about robustness to model updates or use in proprietary systems [77, 146]. MI-for-bias already

offers useful experimental interventions, but its practical utility remains less established than its benchmark efficacy.

5.2 The intervention is specified more clearly than the bias claim

Bias and fairness are complex and context-dependent topics, so diversity in tasks and metrics is both expected and

necessary [6, 14, 63, 91]. The problem revealed by RQ2 is therefore not the absence of a universal benchmark. Rather,

papers often do not explain why their chosen measurement represents the harm they claim to reduce, for which people,

and under which conditions (Sections 4.3 and 4.3.1). This missing link limits both cross-paper comparison and the

conclusions that a successful intervention can support.

Different measurements answer different questions, each with its own limitations in what they imply. For example,

a lower stereotype score can indicate that a model expresses a weaker stereotype on a benchmark or under specific

settings, without indicating who benefits in a real task or guaranteeing that the underlying cause has been mitigated.

Similarly, a lower protected-attribute leakage can show that an attribute is less linearly decodable without establishing

that the model has stopped using it harmfully. A generated demographic distribution can move toward parity, but the

appropriate target distribution depends on the prompt, context, and normative objective, as well as on whether identity

and semantic fidelity are preserved. These are not defects of the measurements themselves. Rather, they are limits on

the claims that follow from them, which should not be overstated.

Adjacent computational-bias research provides a useful methodological precedent. Media-bias taxonomies distinguish

forms of bias that require different evidence, perception studies test how the wording of an assessment changes

judgments, and multi-task benchmarks expose uneven coverage rather than assuming one uniformly best detector [124,

125, 144]. The categories do not transfer directly to foundation-model bias. The transferable lesson is that a technical

measurement becomes interpretable only when the construct, task, comparison, and evaluation coverage are specified

together.

A stronger MI-for-bias design should therefore specify the affected group, context, and harm; justify how the task

and metric represent them; formulate and causally test an internal hypothesis; and evaluate the resulting intervention

on held-out bias and utility measures. Another complication, recurrent throughout the reviewed studies, is that the data
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required for these stages may differ. Controlled contrasts, such as demographic swaps or isolated attribute changes, are

useful for identifying directions, features, or mediators, but the same narrow templates should not automatically support

the final bias claim. The frequent use of custom evaluation data makes it especially important to separate discovery,

intervention tuning, and final evaluation (Figure 7b). Without this separation, neither researchers nor practitioners can

determine whether a lower score addresses the intended harm or merely optimizes a convenient proxy.

5.3 Multimodality expands the search space

Multimodal models generate multiple plausible internal sources for the same biased output, but the reviewed literature

focuses on locations well known from prior work. Decoder-only studies primarily target residual streams, attention,

and MLPs; encoder studies contribute many representation-erasure methods; and text-to-image studies intervene on

embeddings, cross-attention, denoising predictions, and U-Net states (Figure 4). These are sensible control points, but

their frequency does not show that they are the source of the behavior. The current locus map, therefore, reflects

available tools, architectural access, and causal structure. The interaction between components and the evolution across

layers, circuits, and pathways constitutes only a fraction of the higher-level explanation missing in the reviewed works.

This distinction is especially important for VLMs. The same output may depend on visual evidence, language priors,

projector or fusion states, grounding, or their interaction. Yet few retained studies causally test projectors, fusion

modules, or grounding (Section 4.2.2). A text-side intervention that changes a VLM output can therefore demonstrate

control without showing whether the original association entered through the image, the language model, or their

integration. The intervention point and the source of the behavior need not be the same.

Text-to-image systems expand this causal search space. A social association can enter through text conditioning

and then be amplified, redirected, or suppressed over the denoising trajectory. Final output frequencies alone cannot

distinguish these possibilities. Diffusion-noise steering and cross-attention editing establish useful control points, but

a fuller explanation should connect intermediate denoising behavior to final bias-related outcomes, prompt fidelity,

visual quality, and spillover to non-target attributes (Section 4.2.2).

Controlled multimodal counterfactuals and source-specific interventions can separate these alternatives. Researchers

can hold one modality fixed while changing the other, or deliberately place visual evidence in conflict with a language

priors. Pixels Versus Priors, for example, combines visual counterfactuals, early decoding, activation steering, and

attention analysis to trace when visual evidence overcomes memorized priors [50]. Bias-focused work can extend this

design by testing whether an intervention changes the visual source, the prior language, or their interaction, rather

than merely overriding the final answer. Without such source-specific evidence, robustness to changes in the vision

encoder, connector, prompt distribution, or model checkpoint remains unknown.

5.4 Selective intervention remains the central technical challenge

Many seemingly different failure modes reflect one underlying problem: the internal target is broader than the harmful

behavior the intervention is intended to change. Feature entanglement, utility degradation, or over-intervention recur

across the corpus, while utility evaluations show that interventions can also affect accuracy, perplexity, image quality,

and other non-target behavior (Figures 8b and 8c). These outcomes suggest that successful control of a bias metric does

not by itself establish that the intervention has isolated the relevant computation.

This distinction is important because, similarly to humans, social information is not uniformly harmful [5]. The

same attribute may support task-relevant behavior in one context and an unjustified stereotype or disparity in another.

The technical objective is therefore not always to remove the attribute from the model, but to prevent its harmful or
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task-irrelevant use. Linear erasure, for example, can reduce the decodability of protected information while leaving

nonlinear recoverability or removing useful information [9, 114, 115]. Likewise, a steering direction or component set

may blend the targeted association with broader semantic content, leading to over-intervention and utility failures

observed in RQ3.

A lower behavioral bias score also does not reveal whether the underlying association was removed or merely hidden.

Alignment can reduce explicit biased responses while latent associations remain accessible, and an intervention may

redirect the model toward refusal rather than alter the association itself [60, 127]. Compensation elsewhere in the model

or later fine-tuning can also restore behavior that appeared to have been removed [77, 146]. These possibilities connect

the observed failure and transfer patterns: behavioral control can persist for the tested prompts while the proposed

mechanism fails to remain stable across settings (Section 4.4.1 and fig. 8c).

Stronger evidence should therefore test selectivity directly. Studies would compare harmful and legitimate uses

of the same social information, measure bias and non-target utility separately, test whether the original association

remains recoverable, and evaluate whether the effect survives new prompts, groups, and training stages. The central

question is not only whether an internal intervention lowers a bias metric, but whether it selectively changes the

harmful computation that motivated the intervention.

5.5 Future outlook

Our findings suggest three priorities for moving MI-for-bias from local control toward cumulative explanation: tie

interventions to specified harms and test their selectivity, trace mechanisms across modalities and training stages, and

share the internal objects and reporting needed to compare mechanisms across papers (Sections 5.2 to 5.4).

The first priority is to connect a specified harm to a selective internal intervention. Studies should state which harm

they target, why the chosen metric represents it, which groups and contexts bound the claim, and which non-target

effects would invalidate success. Controlled synthetic contrasts can remain central to discovering candidate directions,

features, or components, but final conclusions should use separate held-out evaluations of bias and utility and compare

against strong non-MI baselines (Section 4.3 and Figure 8b). An MI intervention need not outperform every black-box

alternative to be scientifically useful: it can still localize where behavior arises, rule out alternative explanations, or

clarify why another mitigation method works. Studies presenting an intervention as practically actionable should

also report the end-to-end cost of target discovery, inference-time overhead, and robustness to checkpoint or system

updates, rather than only the cost of applying a target after it has been identified.

The second priority is to resolve where bias enters a model and whether the same mechanism persists through later

training. VLM studies should separately manipulate visual evidence, language priors, projector or fusion states, and

grounding before testing their interactions. Text-to-image studies should connect interventions on conditioning and

denoising states to final bias-related and semantic outcomes. Across architectures, studies should ask whether the same

internal object and causal role persist post-training, during domain adaptation, and after model updates, rather than

treating persistence as an optional follow-up (Sections 4.2.2 and 4.4.1).

The third priority is to make mechanisms comparable across papers. Code and evaluation scripts support procedure

replication, whereas released internal objects—such as a learned direction, selected feature set, or edit—support tests of

whether the same mechanism recurs. Papers should release these objects together with their target addresses, extraction

data, and intervention settings where possible; the current artifact pattern shows that this remains uncommon (Figure 5).

Standardization should focus on reporting and separating discovery, tuning, bias evaluation, utility, and transfer, rather
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than forcing heterogeneous harms into a single metric. A shared evaluation suite could combine controlled discovery

data with harm-specific held-out evaluation and explicit documentation of the social assumptions behind each measure.

Together, these priorities would let future work test whether an intervention identifies a mechanism, changes it

selectively, and supports the claimed reduction in harm.

5.6 Limitations of this review

This review has its own limitations. The structured database searches and subsequent snowballing were completed on

different dates. Also, the 2026 publication trend is provisional. We further restricted the corpus to accessible English-

language reports, and the need for model-internal access favored open or otherwise inspectable models. The retained

literature also provides limited coverage of VLM fusion and grounding, as well as of disability, culture, socioeconomic

status, and intersectional harms. These constraints limit how confidently our conclusions extend to non-English settings,

proprietary systems, and understudied multimodal or social contexts.

Quality assessment also conditions several reported results. Reproducibility/reporting, internal validation, and

bias/fairness evaluation contributed to the score used to retain papers for synthesis. Distributions on these dimensions

therefore characterize the QA-retained evidence base and may be more favorable than those of the wider set of topically

eligible studies. They should be interpreted as comparisons within the retained corpus rather than field-wide estimates.

The broad MI boundary required judgment, particularly for representation erasure, training-mediated editing, and

diffusion-control methods. The first author conducted screening and primary coding without independent screening

or a formal inter-rater agreement analysis, which may have introduced selection or classification bias. Predefined

eligibility and coding rules, separate secondary-method fields, and paper-level records support auditability. However,

primary-family counts still compress multi-method studies. The taxonomy should therefore be read as a structured

comparison of main themes, rather than hard boundaries.

Database-retrieved peer-reviewed papers were restricted to Q1 journals and A*/A conferences, whereas snowballed

candidates were exempt. This bound the database candidate set and admitted influential preprints or unranked work,

but it may favor established venues and well-connected papers. We did not construct a complete unfiltered corpus, so

the effect of removing the outlet filter remains unknown.

6 Conclusion

We systematically reviewed 69 studies identified through extensive database searches and citation snowballing that

use mechanistic interpretability methods to detect, diagnose, or mitigate social bias in LLMs, VLMs, and text-to-image

models. Fifty-nine primarily pursue mitigation, whereas ten primarily diagnose or localize internal behavior. One

gap, therefore, is that the literature provides stronger evidence that internal interventions can control measured bias

outcomes than that they explain the mechanisms producing them, particularly beyond the settings in which the internal

targets were discovered.

Another gap lies between technical and social evidence: papers often specify the intervention more precisely than the

harm and measurement it is intended to support. Our synthesis, therefore, shifts the organizing question from “Which

internal debiasing method works?” to “What evidence supports the claim?” A defensible MI-for-bias claim should

connect a specified harm and a justified metric to an internal hypothesis and a causal test, followed by evaluation on

held-out data to show that the intervention changes the harmful behavior selectively without unacceptable utility loss.

A lower bias score alone cannot distinguish selective mitigation from broad erasure, behavioral suppression, rerouting,

or later relearning.
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Our synthesis makes these distinctions comparable by linking methods to the evidence used to justify each bias claim

and to the limits of that evidence. The most important empirical gap remains multimodal causal attribution: the same

output can arise from visual evidence, language priors, their fusion, or the generation process, yet few studies isolate

these sources. Progress will depend on tracing them separately, connecting internal changes to well-specified harms,

and releasing enough internal objects and evaluation detail for mechanisms—not only procedures—to accumulate across

papers.
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